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Abstract

This paper addresses the problem of reducing the size of test sets for regression testing and test

output inspection. Since regression testing requires the execution of some, and in the worst case, all

test cases, reducing the number of tests can have a large bene�t. Additionally, testers generally have

to examine the output of each test case, both during initial and regression testing. Since this is done

by hand, reducing the number of outputs that need to be examined can reduce the cost of testing. We

observe that for mutation-based test sets, the order in which the test cases are executed impacts the

size of the test sets. This paper presents several strategies for selecting a smaller number of test cases

by reordering the test tests. We illustrate our technique using a proof-of-concept empirically study using

mutation testing, achieving approximately a 33% reduction in size, and a corresponding reduction in the
cost of regression testing, with a cost of only one extra run of the test case set. We suggest that these

results should be extendable to apply to any test strategy that includes a quanti�able measure of test

case e�ectiveness, such as data ow testing and branch testing, and try it with statement coverage with
positive results.

Twelfth International Conference on Testing Computer Software, June 1995, Washington, DC, pp.

111--123.

1 INTRODUCTION

A testing criterion is a rule or collection of rules that imposes requirements on a set of test cases. Test
engineers measure the extent to which a criterion is satis�ed in terms of coverage; a test set achieves 100%
coverage if it completely satis�es the criterion. Coverage is measured in terms of the requirements that are
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imposed; partial coverage is de�ned to be the percent of requirements that are satis�ed. Test requirements are
speci�c things that must be satis�ed or covered; e.g., for statement coverage, each statement is a requirement,
in mutation, each mutant is a requirement, and in data ow testing, each DU pair is a requirement. Test
cases have traditionally been created by hand to satisfy a test criteria, but recent advances are leading to
tools that generate test cases automatically. Even with manual test data generation, the test sets that are
derived to satisfy the criterion will not necessarily be the smallest set possible. Automatic test generation
often results in even larger test sets. The size of the test sets have a direct bearing on the cost of testing,
particularly that of regression testing. When tests must be run repeatedly for every change in the program,
it is of enormous advantage to have as small a set of test cases as possible. Thus, it is of great practical
advantage to reduce the size of test case sets.

In this paper, we present a solution to the problem of reducing the size of test sets generated for some
testing criterion [LH90]. Although our experiments use automatically generated test cases, our techniques
also apply to manually created tests. We present heuristics to reduce test set sizes based on reordering the
test execution sequences. We have evaluated these heuristics empirically with mutation testing [DLS78] and
statement coverage [Mye79] and found that they can have an average of about 33% reduction, with a cost
of only one extra run of the test case set.

Our conjecture is that this reordering technique can be of bene�t when using other criteria as well; in
fact, it should apply to any testing criterion that includes a quanti�able measure of test case quality.

Software testing is essentially a two-phase process: (1) generate test cases, and (2) test using those test
cases. Given that the �rst phase can be almost totally automated for mutation testing, it is the second
phase that will likely be the more costly since human e�ort may be required to check the results of a test.
A scheme that decreases the number of test cases used in the second phase (while preserving the coverage
criterion) could decrease the overall costs of testing. In the remainder of this section we discuss mutation
testing, automatic generation of test cases, test case ordering, and present a procedure for evaluating our
ideas. In the subsequent sections, we present our test set reduction procedures, results from our empirical
evaluation, and a discussion with related work.

1.1 Mutation Testing

Fault-based testing techniques help the tester develop test cases that detect a well-de�ned class of faults.
Mutation testing is a fault-based testing technique introduced by DeMillo et al. [DLS78] and Hamlet [Ham77].
Mutation testing is based on the assumption that a program will be well tested if all so called \simple faults"
are detected and removed. The coupling e�ect [DLS78, O�92] states that complex faults are coupled to
simple faults in such a way that a test data set that detects all simple faults in a program will detect most
complex faults.

Simple faults, called mutations, are introduced into the program by mutation operators. Each mutation
created by a mutation operator represents a mutant program. A mutant is killed by a test case that causes
the mutant program to produce incorrect output, dead mutants are not executed against later test cases.
Equivalent mutants are mutant programs that are functionally equivalent to the original program and there-
fore cannot be killed by any test case. The goal of mutation is to �nd test cases that kill all non-equivalent
mutants; a test set that does so is said to be adequate relative to mutation. The mutation score is the ratio
of the number of dead mutants to the number of non-equivalent mutants; it measures the adequacy of the
test case set.

1.2 Generating Test Cases

One of the most di�cult technical tasks in testing software is that of generating the test case values needed
to satisfy the testing criteria. Constraint-based test data generation (CBT) is a collection of procedures
designed to create test data that satisfy mutation [DO91]. CBT generates test data by explicitly targeting
each mutation of a program. For each mutation, a system of mathematical constraints is generated that
represents the conditions under which that mutation should die. These constraint systems are then satis�ed
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to generate test cases. The number of test cases that are initially generated is bounded by the number of
mutants.

Common wisdom says that when the cost to generate the next test case is greater than the cost of
applying that test case, then testing should end. But with an automated test case generator, the only cost
associated with �nding that next test case is computer time. Hence automated test case generation is clearly
cost e�ective when compared to manual test case generation.

Although large numbers of test cases are generated by automated test data generators (such as Godzilla
[DO91] and PiSCES [Voa92]), only a fraction are necessary. For mutation testing, an e�ective test case is
one that kills at least one mutant; an ine�ective test case does not kill any mutants. More generally, an
e�ective test case is one that contributes to satisfying the testing criterion. Typically, only about 10% of
the test cases created by automatic generators are e�ective. DeMillo and O�utt [DO93] observed that an
automatic test data generation capability allows us to view test cases as \throw-away" items rather than
expensive, scarce resources. With this view, we can generate test cases, toss them at mutants, and then
throw them away if they do not work.

Still, the number of test cases generated to satisfy mutation tends to be higher than for other structural-
based techniques. For example, Frankl et al. [FWH97] found that a tester needs more test cases to achieve
the same level of mutation coverage as data ow coverage.

1.3 Ordering of Test Sets

Test data generation strategies for mutation order N inputs into a sequence S =< s1; s2; :::; sN >. These
inputs are fed into the mutants of a program P , in sequence, with the goal being for the inputs to cause as
many mutants as possible to fail. When mutants fail, or are killed, by input si, the mutants are removed
from the set, and input si+1 is fed into the set of remaining mutants. As the tests are executed, the set of
mutants is continually shrinking, until either all mutants are killed or the remaining mutants appear to be
impossible to kill o�.

Call the set of mutants for a program M , and assume that the cardinality of M is K. For input s1, M
is a complete set, and hence there are K opportunities for s1 to cause a member of M to fail. If s1 kills "
mutants, then the most mutants that s2 has the opportunity to kill is K � ". If s2 kills  mutants, then the
most mutants that s3 has the opportunity to kill is K � " � . Thus, the earlier in the sequence that an
input occurs, the more likely it is that the input will kill a mutant. Thus there is a degree of \luck" involved,
whose e�ect on the mutation testing process we would like to decrease.

As a related example, consider the program and test cases in Figure 1, where Statement 1 through
Statement 4 are arbitrary statements. If the test cases are submitted in the order given, then all three test
cases are required to cover all four statements. On the other hand, if we execute the test cases in the order
<3, 2, 1>, then only test cases 3 and 2 are needed to cover the statements.

We have observed that the �rst inputs selected during mutation testing kills a disproportionately large
number of mutants as compared to later inputs. For instance, the �rst few inputs may kill o� 50% of the
mutants, while it may require thousands of later inputs to kill another 40% of the mutants. This suggests
that some members of M are \easy targets," and practically any input could kill them. This is why the �rst
inputs of S appear to have a powerful ability to kill mutants, when in reality they may not.

This suggests that the �rst members of S may not be particularly good at killing mutants, but rather:
(1) were lucky enough to have been selected early, and (2) had the opportunity to kill the mutants that were
easy targets. This paper demonstrates that it is possible and practical to reduce the e�ect of this luck factor
while also reducing the size of the �nal set of inputs.

2 REDUCTION PROCEDURES

Assume we have a set of test cases T with some reasonably high mutation score for a program, and T has
size N . A minimal test set is the smallest subset of T that achieves the same mutation score. Since which
test cases are e�ective depends on the order in which the test cases are executed, we need to run all orderings
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IF (X > 0) THEN

Statement_1;

ELSE

Statement_2;

END IF;

IF (Y > 0) THEN

Statement_3;

ELSE

Statement_4;

END IF;

Test case 1 X = -1, Y = 5 Executes Statement 2 and Statement 3.
Test case 2 X = 5, Y = 5 Executes Statement 1 and Statement 3.
Test case 3 X = -1, Y = -1 Executes Statement 2 and Statement 4.

Figure 1: Example of the E�ect of Ordering on Test Case Selection.

of the test set to �nd the minimal test set.
This problem can be de�ned formally as a minimal set cover problem. Each mutant is covered by a test

case that kills it. Thus, to �nd the minimal test set that satis�es the mutation criterion, we need to �nd
the smallest set of test cases that covers the mutants. This is an NP-complete problem [GJ79]. Although
NP-complete problems are seldom solved completely, good approximate solutions can usually be found using
heuristics. We propose three basic orderings for executing test cases, which lead to a total of 12 heuristic
reduction procedures. Our procedures run the tests in di�erent orders, with the goal of increasing the
\di�erence" between the original and subsequent orderings as much as possible. The three basic orderings
therefore go from the beginning to the end, the end to the beginning, and the middle to both ends:

1. Forward procedure.

In the forward procedure, we have a test set T of size N that is ordered in some sequence, and run all
the test cases against the mutants in forward order. That is, if seqT =< t1; t2; :::; tN >, we run in the
order t1; t2; :::; tN. We then dispose of all the ine�ective test cases, leaving a (possibly) smaller set Tf
of size Nf .

2. Reverse procedure.
In the reverse procedure, we have a test set T of size N in some sequence, and run all the test
cases against the mutants in reverse order. That is, if seqT =< t1; t2; :::; tN >, we run in the order
tN ; tN�1; :::; t1. We then dispose of all the ine�ective test cases, leaving a smaller set Tr of size Nr .

3. Inside out procedure.
In the inside out procedure, we have a sequence seqT =< t1; t2; :::; tN >, with size N , and run it from
the middle test case to both ends. If N is an odd number, we run in the order t(N+1)=2; t(N+1)=2�1;
t(N+1)=2+1; ..., t1; tN ; if N is an even number, we run in the order tN=2+1; tN=2; tN=2�1; ..., t1; tN . We
then dispose of all the ine�ective test cases, leaving a smaller set Ti of size Ni.

Given the above three basic procedures, we de�ne 12 reduction heuristics that are combinations of these
basic procedures. We collectively call these the ping-pong heuristics, since they all involve some sort of
bouncing from one end to the other of the sequence of test cases. Our philosophy behind these heuristics
is simple { we try to maximize the di�erence in the ordering of the test sets. Since the �rst test case will
always kill at least one mutant, we can think of the mutation process as applying a very weak �lter to
that test case. The last few e�ective test cases, however, are executed with only a few mutants still alive,
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and we can think of the �lter as being very strong. Thus, we assume that the last few test cases are in
some sense \better" than the �rst few test cases. The ping-pong heuristics we applied in our experiments
were forward-reverse, reverse-forward, forward-inside out, reverse-inside out, reverse-forward-inside out, and
forward-reverse-inside out.

3 EMPIRICAL EVALUATION

We chose to evaluate our method �rst at the unit level, using 10 program units that cover a range of
applications. These programs range in size from 10 to 48 executable statements, and have from 183 to
3010 mutants. We used two tools to generate and evaluate our test data. The Mothra mutation system
[DGK+88, DO91] automates the process of mutation testing by creating and executing mutants, managing
test cases, and computing the mutation score. Mutants are created by mutation operators, which are rules
that describe syntactic changes to elements of the program. We used all twenty-two Mothra mutation
operators [KO91] for this study. To generate test data to satisfy mutation, we used Godzilla, an automated
constraint-based test case generator that is integrated with Mothra [DO91]. While Godzilla is able to
generate test cases that kill most mutants for most programs, it does not kill all non-equivalent mutants,
and if a fully mutation-adequate test set is needed, some test cases are usually added by hand. We felt that
for this study it was not necessary to have test sets that were fully mutation-adequate, and adding test cases
by hand could introduce a bias, therefore, our test sets were not fully mutation-adequate. Most mutation
scores were over 90%. To avoid any bias that could be introduced by any particular test set, we generated
�ve independent test sets for each program, for a total of �fty test case sets.

The process that we used in our study is depicted in Figure 2. Each box in the �gure represents one
test case set. The top box containing T represents the original test set generated by Godzilla. The arcs
represent part of our empirical process; for example, the forward arc coming out of the top box represents
running the forward procedure on T , which results in the set Tf . Each box below the root describes the
process used to get to that box, the test set derived, and its relationship with the previous set. The test set
derived from T via the forward procedure is called Tf , its size is Nf , it is a subset of T , and its size should
be much smaller than N .

3.1 Empirical Results

Our results are shown in Tables 1 and 2 and Figure 3. The sizes of the test sets for each program are in
Table 1. Since we created �ve sets of test data for each program, these sizes are averaged over the �ve sets.

Program Nf Nfr Nfi Nfri Nr Nrf Nri Nrfi

Bub 5.20 3.40 4.20 3.40 6.20 3.80 4.60 3.80
Cal 30.00 16.40 24.20 16.40 31.60 16.40 23.40 16.40
Euclid 3.40 2.80 3.00 2.80 3.80 2.80 3.00 2.80
Find 15.20 10.20 12.40 10.00 18.40 10.60 14.20 10.60
Insert 3.80 2.40 3.00 2.40 4.40 2.80 3.40 2.80
Mid 15.60 12.80 14.40 12.80 15.20 12.80 13.80 12.80
Pat 17.40 10.00 13.40 10.00 17.00 10.00 12.60 10.00
Quad 6.00 5.40 5.80 5.40 6.20 5.60 6.20 5.60
Trityp 36.80 27.80 32.00 27.80 37.80 28.60 33.80 28.60
Warshall 6.60 3.60 4.80 3.60 6.00 2.80 4.40 2.80
Average 14.00 9.48 11.72 9.46 14.66 9.62 11.94 9.62

Table 1: Test Case Set Sizes

We de�ne savings to be the percentage of test cases eliminated from the initial set of e�ective test cases.
For example, the savings for the set Tfr is (Nf �Nfr)=Nf , and the savings for the set Tfri is (Nf �Nfri)=Nf .
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Figure 2: Heuristics in Empirical Procedure.

Table 2 shows the percent savings for each test set for each program. Again, these savings are averaged over
the �ve test sets for each program. Although Srf is larger than Sfr , the di�erence is small. The implication
is that we get slightly more savings with Trf because Tf had slightly fewer test cases to start with.

The savings of our six heuristics are summarized in Figure 3. For convenience, we show this in the same
format as Figure 2. Since we de�ne our savings in terms of the initial e�ective set of test cases, the savings
of .32 for Tfri means that no additional savings were made as a result of the inside out procedure. The two
sets Tfr and Trf clearly resulted in more savings than any of the sets involving the inside out procedure.
The forward-reverse and reverse-forward procedures eliminated an average of one third of the test sets. This
leads us to conjecture that the forward-reverse and reverse-forward versions of ping-pong result in test sets
that are almost minimal.

3.2 Statement Coverage Results

To test our conjecture that the ping-pong procedure can be used with other coverage-based techniques
besides mutation, we tried it with statement coverage. We chose a C program of about 200 lines and 22
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Program Savefr Savefi Savefri Saverf Saveri Saverfi
Bub 0.35 0.19 0.35 0.39 0.26 0.39
Cal 0.45 0.19 0.45 0.48 0.26 0.48
Euclid 0.18 0.12 0.18 0.26 0.21 0.26
Find 0.33 0.18 0.34 0.42 0.23 0.42
Insert 0.37 0.21 0.37 0.36 0,23 0.36
Mid 0.18 0.08 0.18 0.16 0.09 0.16
Pat 0.43 0.23 0.43 0.41 0.26 0.41
Quad 0.10 0.03 0.10 0.10 0.00 0.10
Trityp 0.24 0.13 0.24 0.24 0.11 0.24
Warshall 0.45 0.27 0.45 0.53 0.27 0.53
Average 0.32 0.16 0.32 0.34 0.19 0.34

Table 2: Savings of Test Case Set Sizes

basic blocks, and used the Unix coverage tool tcov to measure statement coverage. We had a colleague
generate �ve separate sets of test data that covered all statements in the program. This data was generated
by hand without knowledge of the intent of our study.

As would be expected, it takes far fewer test cases to satisfy statement coverage than mutation. We
took only the e�ective test cases Tf , and ran them in reverse (getting the Tfr set). As Table 3 shows, this
procedure reduced the number of test cases by an average of about 50%. Of course, this is only one program,
but it gives us hope that our reduction procedure will work for non-mutation testing techniques.

Test Case Set Nf Nfr Savefr
1 4 2 0.50
2 4 1 0.66
3 3 2 0.33
4 3 1 0.66
5 3 1 0.50

Average 3.0 1.4 0.53

Table 3: Reduction of Statement Coverage Test Sets

3.3 Cost of the Reduction Procedures

There is an extra cost required to get these savings. To reduce the test set, we must run the entire test set
again. But if the test set will be used repeatedly during regression testing, the following analysis shows that
the cost can be worthwhile.

Assume an initial test set T and a reduced test set T 0. The cost of running the test sets can be called
CT and CT 0 , respectively. Since our reduction procedure comes after test data generation, it is independent
of the technique used to generate the test data. Thus, we can ignore the cost of test data generation in this
analysis. If we assume the cost of running the test sets is proportional to the size of the test sets, and that
the 33% reduction from Section 3.1 is a valid estimate, then we have the following formulae:

jT 0j � :66jT j

CT 0 � :66CT (1)

If we expect N complete regression test runs, then the expected cost of testing without using reduction
procedures will be:

CT +NCT = (N + 1)CT (2)

Using our reduction procedures will require one extra run of the original test set, thus the cost will be:
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2CT +NCT 0 (3)

Substituting from equation 1, we get:

2CT + :66NCT = (2 + :66N )CT (4)

Clearly, this is less than equation 2 as N gets large, but where is the break-even point? If we factor CT

out of equations 2 and 4, then (:66N + 2) < (N + 1) when N is greater than or equal to 3. So if the 33%
reduction in test set size is a valid estimate, this technique can be expected to be cost-e�ective when 3 or
more regression test runs are expected.

4 RELATED WORK

Harrold, Gupta, and So�a [HGS90] have also studied this problem, and propose a heuristic that contrasts in
an interesting way with ours. Their paper presents the problem as that of �nding a hitting set, formulated
as follows. A test case set TS is created to cover a list of testing requirements r1; r2; :::; rn that must be
tested to provide the desired testing coverage. TS is divided into a list of subsets T1; T2; :::Tn, where each Ti
is associated with ri, and Ti contains all the test cases tj that can test requirement ri. With this description,
the problem is that of �nding the smallest set of test cases that will satisfy all of the ris.

The procedure of Harrold et al. chooses a \representative" set of test cases from the subsets using a
standard hitting set heuristic [AHU74]. First, a smallest subset Ti is chosen. From that subset, a test case tj
is chosen such that tj is in the maximumnumber of subsets T1; T2; :::. Then, tj is added to the representative
set, and all the requirements that are tested by tj are removed from consideration. This process continues
until all requirements are removed. If n is the number of test sets Ti, and m is the number of test cases ti,
the paper shows that the running time of their algorithm is O(n*Max(n,m)) [HGS90].
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A similar procedure is used in the ATAC [HL92] data ow testing tool, which uses an implicit enumer-
ation of the subsets of a test set (based on techniques used in some integer programming software) [Hor94].
This is also similar to the procedure suggested by Lee and He [LH90].

Harrold et al.'s technique is somewhat more expensive than the ping-pong procedure presented here, and
uses more information (speci�cally, the information as to which test cases satisfy each requirement). Their
analysis does not include the time to generate the subsets Ti, which would typically require execution of the
program on each test case at least once, and for some testing criteria, once for each testing requirement. On
the other hand, it seems likely that their technique would be at least as e�ective as ours, and probably more
e�ective. Experimental studies are currently being planned to compare the two techniques.

5 CONCLUSIONS

In this paper, we have introduced a procedure for reducing the size of test case sets, and presented empirical
evidence for its usefulness. This technique, called ping-pong, is based on applying heuristics to try to �nd
the minimal test set that satis�es a testing criterion. We have presented empirical evidence that ping-pong
can reduce mutation-based test sets by over 30%, and statement coverage-based test sets by as much as 50%.
Of course, this is a small study, and cannot be deemed conclusive without being replicated under di�erent
conditions and assumptions. In Section 3.2, we presented one small study where the procedure also worked
for statement coverage.

Reducing our set of test cases can reduce the cost of regression testing when using mutation as a criterion
for generating test sets. During maintenance, having the smallest set of test cases that satisfy some testing
criteria (to test with after modi�cations are made to the system) can provide long-term cost savings. This
scheme will also reduce the cost of initial testing by reducing the number of test case outputs that have to
be evaluated (the oracle function), a factor that was not included in our cost analysis.

The set of possible test sets, and their orderings, created for mutation testing is e�ectively in�nite, and
hence the scheme proposed here is just one combination from that set. This scheme is not providing the
user with the minimal mutation-based test set, but rather a set that has reduced the impact of the ordering
of S, while preserving the mutation score. Although our presentation and experimentation were in terms
of mutation testing, it seems likely that ping-pong is generally applicable. It can be used with any testing
technique that o�ers a quantitative measure of test case e�ectiveness. If the test cases were generated to
satisfy one of the branch testing criteria [Mye79], then we can just as easily run the test cases in reverse
and �nd a smaller set that satis�es the criterion. This will also work for statement testing and any of the
data ow testing criteria [FW88]. Although our data does not indicate how much savings can be expected,
this general applicability means that our procedures can be used within the context of virtually any testing
process.

6 FUTURE WORK

Although our procedures will certainly work with other testing criteria, our empirical results from Section 3.1
only apply to mutation testing. In the future, we plan to repeat these experiments with data ow and branch
criteria to measure the amount of savings that can be expected when using those criteria. We conjecture
that ping-pong should produce similar savings for these other structural criteria, because once again, there
is the same luck factor associated with the ordering of test cases during test case generation.

One implicit assumption in our experiment is that the testing criteria being used is the most valid
measure of test case quality. Other measurements could be the relative abilities of the test sets to detect
actual faults in the program, or other testing criteria. In the future, we hope to compare the full and reduced
sets of test cases using other criteria.

We have plans currently underway to compare the ping-pong procedure with the techniques by Harrold,
Gupta, and So�a [HGS90]. We expect to see a cost versus bene�t tradeo�, and hope that an empirical
comparison will lead to practical suggestions about when to use which technique. We also would like to
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compare our procedure within the framework of Rothermel and Harrold [RH94].
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