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Abstract. Earlier virtual machine (VM) migration techniques consisted
of stop-and-copy: the VM was stopped, its address space was copied to
a different physical machine, and the VM was restarted at that machine.
Recent VM hypervisors support live VM migration, which allows pages
to be copied while the VM is running. If any copied page is dirtied (i.e.,
modified), it has to be copied again. The process stops when a fraction
α of the pages need to be copied. Then, the VM is stopped and the
remaining pages are copied. This paper derives a model to compute the
downtime, total number of pages copied, and network utilization due to
VM migration, as a function of α and other parameters under uniform
and non-uniform dirtying rates. The paper also presents a non-linear
optimization model to find the value of α that minimizes the downtime
subject to network utilization constraints.

Keywords: VMMigration, Live VM Migration, Performance Modeling,
Optimization.

1 Introduction

Cloud computing is based on largely distributed virtual environments that pro-
vide Infrastructure-as-a-Service (IaaS) services to consumers allowing them to
lease computing resources that scale to their needs. These services rely on virtu-
alization as an important technology that facilitates dynamic resource manage-
ment to meet Service Level Agreements (SLA) of disparate applications sharing
the same computing and networking platform. Virtualization platforms provide
support for entire virtual machines (VM) to be migrated from one physical ma-
chine to another should the need arise. Earlier techniques relied on stop-and-copy
approaches by which the VM was stopped and its address space copied over the
network to a different physical machine before the VM was restarted at the tar-
get machine. This technique could lead to long VM downtimes. More recently,
VM hypervisors started to offer live VM migration approaches that allow pages
of the address space to be copied while the VM is running. If any copied page

M.S. Balsamo, W.J. Knottenbelt, and A. Marin (Eds.): EPEW 2013, LNCS 8168, pp. 28–42, 2013.
c© Springer-Verlag Berlin Heidelberg 2013



Live VM Model and Optimization 29

is dirtied (i.e., modified), it has to be copied again. The process stops when a
fraction α of the pages need to be copied. Then, the VM is stopped and these
remaining pages are copied.

The main contributions of this paper are: (1) analytic performance models to
compute the VM downtime, the total number of pages copied during migration,
and network utilization due to VM migration, as a function of α and other system
parameters; (2) analytic performance models for the case in which a fraction of
the pages of the address space are hot pages (i.e., have a higher dirtying rate than
the other pages); and (3) a non-linear optimization model to find the value of α
that minimizes the VM downtime subject to constraints on network utilization.

The rest of the paper is organized as follows. Section 2 provides some back-
ground on VMmigration and introduces the problem statement. Then, sections 3
and 4 provide the analytic model for the cases in which all pages have the same
dirtying rate and the case in which some pages (“hot pages”) have a higher
dirtying rate than the rest of the pages. In section 6, the optimization problem
is described. The results of the experiments are discussed in Section 7. Section 8
discusses related work. Finally, Section 9 concludes the paper.

2 Background and Problem Statement

Live migration is the process of migrating the contents of a VM’s memory from
one physical host (source VM) to another (target VM), while the VM is execut-
ing. The goal is to minimize both the downtime (the period during which the
VM’s execution is stopped) and total migration time (the duration of end-to-end
migration, from the moment the migration is initiated until the source VM is
discarded) [1].

In contrast to live migration, stop and copy [1,2] is considered the simplest VM
migration technique, which involves suspending the source VM, copying all its
memory pages to the target VM, and then starting this new target VM. Although
this approach can be easy to implement and control, it can cause long periods
of VM downtime and total migration time especially with practical applications
and large memory size VMs. Thus, leading to performance degradation and
unacceptable VM outage.

The live migration approach discussed in this paper uses the pre-copy based
migration [1,3] in which memory pages are copied from the source VM to the
target VM iteratively. While the source VM continues to execute, the migration
process starts by copying all pages at the first round, and then copying at each
subsequent round i the modified or dirtied pages on round i − 1. Dirty pages
are memory pages that have been modified during the migration process while
the source VM is still running. The hypervisor tracks the dirty pages at each
iteration in order to re-send them. This iterative process continues for a fixed
number of iterations, or until a small working set size is reached. After that,
the source VM is stopped and the downtime phase starts in order to transfer
the remaining active memory contents of the source VM. However, since most of
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the source VM’s memory contents were already transferred during the pre-copy
phase, the downtime is significantly reduced, except for some special cases.

Current virtual machine software supports live migration of VMs that can be
migrated with very short downtimes (depending on the workload) ranging from
tens of milliseconds to a few seconds [4]. Examples of such support is present
in VMWare [5] and Xen [6], an open source virtual machine monitor (VMM)
allowing multiple commodity operating systems to share conventional hardware.

Many parameters can affect the performance of the live migration process such
as the size and number of memory pages, dirtying rate, and network bandwidth.
In this paper we analytically model and optimize the parameters of the problem
stated above. Our model quantitatively predicts the performance of this live mi-
gration process. The goal of our optimization is to minimize the VM’s downtime
subject to some resource constraint. In other words, the goal is to determine the
optimal point at which the pre-copy phase should stop to provide the lowest VM
downtime subject to the resource constraint. We also took into consideration the
concept of hot pages which is the set of pages that get updated very frequently.

3 Analytic Model of Live Migration with Uniform
Dirtying Rate

Let us define the following:

– Ps: number of memory pages currently on VM s (0 ≤ j ≤ Ps, j ∈ N).
– s: source VM selected to be migrated.
– t: the newly instantiated VM as target.
– B: available network bandwidth, in KB/sec, between source VM s and target

VM t.
– S: size of a page in KB.
– τ : time to transmit a page over the network. τ = S/B.
– n: last iteration number during which pages are migrated before downtime.

It is a threshold to stop the migration process. It can either be a fixed
number of iterations, or a number of iterations until a small working set size
is reached (0 ≤ i ≤ n, i ∈ N).

– D: memory dirtying rate in pages/sec.
– ρ: network utilization during live migration. ρ = D · τ .
– P (i): number of pages copied during iteration i. Note that P (0) = Ps because

the entire address space is copied during the first iteration.
– T (i): time spent in each iteration i. Note that T (0) = P (0) · τ = Ps · τ .
– Unet: utilization of the network due to VM migration.

The number of pages copied from VM s to VM t at a given iteration i is equal
to the number of pages dirtied during the previous iteration. Thus,

P (i) = D · T (i− 1). (1)
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The time spent at iteration i is equal to the time spent transmitting the
number of pages that need to be transferred at that iteration. So,

T (i) = P (i) · τ. (2)

Using Eq. (1) in Eq. (2) we obtain the following recursive expression for T (i).

T (i) = T (i− 1) ·D · τ = T (i− 1) · ρ (3)

Solving the recursion in Eq. (3) and noting that T (0) = Ps · τ provides us with
the following closed form expression for T (i).

T (i) = Ps ·Di · τ i+1 = Ps · τ · ρi for i ≥ 0. (4)

Then, using Eq. (4) in Eq. (1) gives us a closed form expression for P (i):

P (i) = Ps · ρi for i ≥ 0. (5)

Because P (i) ≤ Ps for i ≥ 0, Eq. (5) implies that ρ ≤ 1. We will assume
throughout the paper that ρ < 1 as our steady state condition.

Pages will be copied while the source VM is live during iterations 0 to n.
Then, the VM is taken down and all pages that were dirtied during iteration n,
i.e., P (n+ 1) pages have to be copied. Thus, using Eq. (5), the VM downtime,
defined as Tdown, can be computed as

Tdown = P (n+ 1) · τ = Ps · τ · ρn+1. (6)

The time during which pages are being copied and the VM is up, Tpre−copy,
is

Tpre−copy =
n∑

i=0

T (i) =
n∑

i=0

Ps · τ · ρi = Ps · τ · 1− ρn+1

1− ρ
. (7)

The total VM migration time is then the sum of the durations of all iterations
during the pre-copy phase (i.e., iterations from 0 to n) plus the downtime. Thus,

Ttotal = Tpre−copy + Tdown

= Ps · τ · 1− ρn+1

1− ρ
+ Ps · τ · ρn+1 = Ps · τ ·

[
1− ρn+2

1− ρ

]
. (8)

If the value of the threshold n is defined as the number of iterations such that
at most αPs pages (with α < 1) need to be migrated, we can write that

P (n+ 1) = Ps · ρn+1 ≤ αPs. (9)

Applying natural logarithms to both sides and noting that D · τ < 1, we obtain

n ≥
⌈
lnα

ln ρ
− 1

⌉
. (10)
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Given that we want to use the smallest number of iterations such that at most
αPs pages need to be migrated,

n =

⌈
lnα

ln ρ
− 1

⌉
. (11)

Since n must be ≥ 0, it follows that α ≤ ρ. Note that n is independent of the
size of the address space of the source VM.

The total number of pages migrated up to iteration i can be obtained as

NMP (i) = Ps

i∑

j=0

ρj = Ps · 1− ρi+1

1− ρ
(12)

and the total number of pages migrated PTotalMig is then

PTotalMig = �NMP (n) + α · Ps� =
⌈
Ps

(
1− ρn+1

1− ρ
+ α

)⌉
. (13)

We now define the gain G in downtime as the ratio between the downtime
without live migration and with live migration. The downtime without live mi-
gration is equal to the time to copy the entire address space, i.e., Ps · τ . Thus,
using Eq. (6), we obtain

G =
Ps · τ
Tdown

=
Ps · τ

Ps · ρn+1 · τ =
1

ρn+1
. (14)

Because ρ < 1, G > 1, which means that the downtime without live migration
is higher than that using live migration by a factor equal to ρn+1. It is interesting
to note that the gain is independent of the size of the address space of the
source VM.

The utilization of the network, Unet, due to VM migration can be computed
as follows. During live copying, the network utilization is ρ. During the period in
which the VM is down, the network utilization due to the copying of αPs pages
is [α · Ps · (S/B)]/Tdown = (α · Ps · τ)/Tdown. The fraction of time live copying
is taking place is Tpre−copy/(Tdown + Tpre−copy) and the fraction of time copying
is taking place when the VM goes down is Tdown/(Tdown + Tpre−copy). Thus, the
average network utilization due to VM migration is

Unet = ρ · Tpre−copy

Tdown + Tpre−copy
+

α · Ps · τ
Tdown

· Tdown

Tdown + Tpre−copy
(15)

Using Eqs. (6) and (7) in Eq. (15) and doing some algebraic manipulation
provides

Unet =
ρ− ρn+2 + α(1 − ρ)

1− ρn+2
. (16)

Note that the utilization Unet does not depend on Ps.
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4 Analytic Model of Live Migration with Hot Pages

Most programs exhibit a locality of reference such that a relatively small number
of pages have a much higher percentage of being modified than others. We call
them hot pages as in [1]. We define some additional notation for this case.

– β: fraction of hot pages in the address space of the source VM s.
– Dnh: dirtying rate of the non-hot pages.
– Dh: dirtying rate of the hot pages. Dh > Dnh.

We show in what follows how the model in the previous section can be
adapted for the following two situations: (1) Hot I: all pages, including hot pages,
are migrated during pre-copy and (2) Hot II: hot pages are not copied during
pre-copy; instead, they are copied when the VM is taken down.

Figure 1 shows how the ratio HG (for Hot page Gain) varies with β for three
values of α (10%, 40%, and 70%). This ratio is defined as the VM downtime
under Hot I divided by the VM downtime under Hot II. The curves show that
for the two smallest values of α, the VM downtime is smaller when hot pages
are migrated during pre-copy than when they are only migrated when the VM is
down. Also, the ratio decreases as β increases, i.e., as there are more hot pages
in the address space of the VM. For the large value of α (70%), the situation
reverses, i.e., the downtime for the case when hot pages are only copied when
the VM is down is always smaller then when hot pages are copied during pre-
copy. The intuitive explanation is that Hot I copies hot pages during pre-copy.
Thus, lower values of α imply in more iterations and more opportunities for the
hot pages to be copied during pre-copy, and consequently, less down-time. For
higher values of α, there will be less hot pages copied during pre-copy under
Hot I, and Hot II will have a smaller downtime. The two following subsections
provide models that quantify the tradeoffs between these two alternatives.
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Fig. 1. HG vs. β for three values of α (10% bottom, 40% center, and 70% top) and for
Ps = 4096 bytes
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4.1 Model of Copying Hot Pages during the Pre-copy Phase

In this case, we can just use the results derived in the previous section by
replacing D by the effective dirtying rate, Deffective.

Deffective = Dnh(1 − β) +Dh · β. (17)

We define ρeff as Deffective · τ . Then, Tdown becomes

Tdown = Ps · τ · ρn+1
eff . (18)

where

n =

⌈
lnα

ln ρeff
− 1

⌉
(19)

The duration of the pre-copy phase is

Tpre−copy = Ps · τ · 1− ρn+1
eff

1− ρeff
. (20)

The total number of pages migrated is

PTotalMig =

⌈
Ps

(
1− ρn+1

eff

1− ρeff
+ α

)⌉
. (21)

Therefore, the gain G in this case is computed

G =
1

ρn+1
eff

. (22)

The network utilization due to VM migration is

Unet =
ρeff − ρn+2

eff + α(1 − ρeff)

1− ρn+2
eff

. (23)

Note that the utilization Unet depends on β through ρeff , which depends on
Deffective. Also, as in the uniform dirtying rate case, Unet does not depend on Ps.

4.2 Model of Copying Hot Pages during the Downtime Phase

In this case, we can adapt the results in the previous section as follows. The
value of Ps has to be replaced by Ps(1 − β) because only a fraction (1 − β) of
the address space participates in the live migration. The dirtying rate has to be
replaced by the dirtying rate of the non-hot pages, Dnh. When the VM is taken
down, the hot pages as well as the non-hot pages dirtied during iteration n have
to be copied. We define ρnh as Dnh · τ . Thus, Tdown becomes

Tdown = P (n+ 1) · τ + Ps · β · τ (24)

= Ps · (1− β) · ρn+1
nh · τ + Ps · β · τ

= Ps · τ [(1 − β)ρn+1
nh + β] (25)
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where

n =

⌈
lnα

ln ρnh
− 1

⌉
. (26)

The total time spent in the pre-copy phase is

Tpre−copy = Ps · (1− β) · τ · 1− ρn+1
nh

1− ρnh
. (27)

The total number of pages migrated is

PTotalMig = �P (n+ 1) + (α+ β)Ps�

=

⌈
Ps(1− β)

(
1− ρn+1

nh

1− ρnh

)
+ (α + β)Ps

⌉

=

⌈
Ps

[
(1− β)

(
1− ρn+1

nh

1− ρnh

)
+ (α+ β)

]⌉
. (28)

Therefore, the gain G in this case is computed as

G =
Ps · τ
Tdown

=
Ps · τ

Ps · τ
[
(1− β)ρn+1

nh + β
] =

1

(1− β)ρn+1
nh + β

. (29)

The network utilization due to VMmigration is computed similarly to Eq. (15),
namely

Unet = ρnh
Tpre−copy

Tdown + Tpre−copy
+

(α + β) · Ps · τ
Tdown

Tdown

Tdown + Tpre−copy
(30)

Using Eqs. (25) and (27) in (30), we obtain

Unet =
(1− β)(ρnh − ρn+2

nh ) + (α+ β)(1 − ρnh)

(1− β)(1 − ρn+2
nh ) + β(1 − ρnh)

. (31)

Note that, as expected, the above expression has the same form as that for
the uniform case when β = 0.

5 Summary of Results

Table 1 shows all the equations derived in the previous sections. These equations
allow us to draw some important conclusions. First, as α increases, n decreases,
and Tdown increases in all three cases. Second, Tdown increases with Ps in all cases.
Third, PTotalMig is not monotonically increasing or decreasing with α because
the terms 1− ρn+1, 1− ρn+1

eff , and 1− ρn+1
nh decrease as α increases (thus making

PTotalMig decrease) but the term α that appears as a multiplier of Ps makes
PTotalMig increase with α. The gain G is always greater than one and decreases
with α. The network utilization due to live migration does not depend on the
size of the source VM’s address space.
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6 Optimizing Live Migration Parameters

An interesting optimization problem is that of finding the value of α that mini-
mizes the VM downtime subject to some constraints such as keeping the network
utilization due to VMmigration below a certain limit. We note that Tdown = f(α)
and Unet = g(α) where the specific functions f and g for each of the three cases
are given by Table 1. Then, the optimization problem can be written as

Minimize Tdown = f(α)
subject to Unet(α) ≤ Umax

net .

This is a non-linear optimization problem that we solve using methods
included in MATLAB.

Table 1. Summary of performance model results

Uniform Dirtying Rate

ρ = D · τ
Tdown = Ps · τ · ρn+1; n =

⌈
lnα
ln ρ

− 1
⌉

PTotalMig =
⌈
Ps

(
1−ρn+1

1−ρ
+ α

)⌉

G = 1
ρn+1 ; Unet =

ρ−ρn+2+α(1−ρ)

1−ρn+2

Condition: α ≤ ρ < 1

Hot Pages Copied During the Pre-Copy Phase

Deffective = Dnh(1− β) +Dh · β
ρeff = Deffective · τ
Tdown = Ps · τ · ρn+1

eff ; n =
⌈

lnα
ln ρeff

− 1
⌉

PTotalMig =

⌈
Ps

(
1−ρn+1

eff
1−ρeff

+ α

)⌉

G = 1

ρn+1
eff

; Unet =
ρeff−ρn+2

eff
+α(1−ρeff )

1−ρn+2
eff

Conditions: α ≤ ρeff < 1, β < 1

Hot Pages Copied During the Downtime Phase

ρnh = Dnh · τ
Tdown = Ps · τ [(1− β)ρn+1

nh + β]; n =
⌈

lnα
ln ρnh

− 1
⌉

PTotalMig =

⌈
Ps

[
(1− β)

(
1−ρn+1

nh
1−ρnh

)
+ (α+ β)

]⌉

G = 1

(1−β)ρn+1
nh

+β
; Unet =

(1−β)(ρnh−ρn+2
nh

)+(α+β)(1−ρnh)

(1−β)(1−ρn+2
nh

)+β(1−ρnh)

Conditions: α ≤ ρnh < 1, β < 1

7 Numerical Results

Table 2 shows the parameters used in the experiments reported here. Figure 2(a)
shows the variation of the VM downtime in seconds, Tdown, with α for the four
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Table 2. Parameter values used in the experiments

Parameter Value Parameter Value

Ps 4096, 8192, 16384, and 32768 Dnh 1.8 pages/sec

B 60 KB/sec Dh 4 pages/sec

S 16 KB β 10%

D 2 pages/sec Umax
net 40%
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Fig. 2. (a) Tdown in seconds vs. α for different values of Ps (4 KB, 8KB, 16KB, and
32KB); (b) Gain vs. α for the uniform dirtying rate case

values of Ps shown in Table 2 for the case of uniform dirtying rate. As predicted
by the equations, the downtime increases (or stays the same) with α because
more pages will have to be copied when the VM is taken down. The reason that
Tdown may not increase at times with α is that the increase in α may not be
enough to increase the number of pages to be copied. The figure shows that, for
the parameters used, larger values of α can create very large (and intolerable)
downtimes, especially for large address spaces. For example, if one wanted to keep
the downtime below 500 sec, one could use any of the values of α shown in the
figure for Ps = 4096 pages, α ∈ {0.05, 0.1, 0.15} for Ps ∈ {4096, 8192, 16384},
and α = 0.05 for Ps = 32768. Thus, the formulation presented in this paper
would allow a hypervisor to dynamically determine the value of the parameter
α for a given set of parameters.

Figure 2(b) shows the variation of the gain G with α. As predicted, the gain
decreases or stays the same as α increases. For a small value of α such as 0.05,
the downtime in the stop and copy case is 23 times higher than in live migration
for the parameters used.

Figure 3(a) shows the variation of the total number of pages migrated during
the entire VM migration copy including the pages copied while the VM is up and
those copied while the VM is down. Clearly, larger address spaces will generate
more pages being copied. As pointed out before, PTotalMig is not monotonically
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Fig. 3. (a) PTotalMig vs. α for different values of Ps (4 KB, 8KB, 16KB, and 32KB)
for the uniform dirtying rate; (b) Tdown in seconds vs. α for the two cases of hot pages
(hot pages copied during the pre-copy phase (case Hot I) and hot pages copied when
the VM is taken down (case Hot II)) for two values of Ps (4 KB and 16KB)

increasing or decreasing with α. This is because as α increases, more pages will
have to be copied when the VM goes down, but less iterations, and therefore
less pages will be copied when the VM is up. This effect is more pronounced for
the case of larger address spaces.

Figure 3(b) shows the variation of the VM down time, in seconds, versus α
for the two cases of hot page migration and for two sizes of the address space.
The figure shows that for the same type of hot page migration, the downtime
increases as the size of the address space increases. The figure also shows that,
for the parameters used, the VM downtime is smaller for the case in which hot
pages are migrated while the VM is up.

Figure 4(a) shows the variation of the gain G versus α for the two cases of
hot pages and for two values of Ps. In both cases, the gain decreases or stays
the same as α increases. However, for the parameters used, the gain is higher
when hot pages are migrated when the VM is up because this case has a lower
downtime as seen in Fig. 3(b).

Figure 4(b) shows the total number of migrated pages for the two cases of
hot page migration and two values of Ps. The figure shows that in the case in
which hot pages are copied while the VM is up, more pages end up being copied
resulting in more overall network traffic.

We ran the optimization problem described in section 6 for a network uti-
lization constraint Umax

net = 40% and for the three cases described above. The
results are shown in Table 3. The table shows the value of α that minimizes
the downtime Tdown and that does not violate Umax

net . For the same value of Ps

the uniform case provides a lower downtime than Hot I, which provides a lower
downtime than Hot II.
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Fig. 4. (a) Gain vs.α for the two cases of hot pages (hot pages copied during the pre-copy
phase (case Hot I) and hot pages copied when the VM is taken down (case Hot II)) for
two values of Ps (4 KB and 16KB); (b) PTotalMig vs. α for the two cases of hot pages (hot
pages copied during the pre-copy phase (case Hot I) and hot pages copied when the VM
is taken down (case Hot II)) for two values of Ps (4 KB and 16KB)

8 Related Work

Live migration has been an essential topic in cloud computing environments
which is studied in a variety of contexts. In particular, providing methods and
approaches to enhance the performance of live VM migration, and thus providing
a more reliable distributed virtual environments. In [1], the authors studied and
described the live migration of entire OS instances, and provided the design
issues involved in live migration including minimizing downtime, minimizing
total migration time, and ensuring that migration does not disrupt active services
in the network.

The authors in [7] carried out a performance analysis of virtualized envi-
ronments and examined the performance overhead in VMware ESX and Citrix
XenServer virtualized environments. They created regression-based models for
virtualized CPU and memory performance in order to predict the performance
when migrating applications. In [8], the authors provided a live migration per-
formance and energy model. The model’s primary goal is to determine which
VM should be migrated within a server farm with minimum migration cost. In
their experiment, they specify the most dirtied memory pages as hot pages for
their workloads. They use linear regression technology, and show that migration
is an I/O intensive application. Another performance model of concurrent live
migration is proposed in [9]. The authors experimentally collect performance of
a virtualized system. Then, they constructed a performance model representing
the performance characteristics of live migration using PRISM, a probabilistic
model checker. In [10], a self-adaptive resource allocation method based on on-
line architecture-level performance prediction models is proposed. Their method
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Table 3. Optimization Results

Ps Optimal α Tdown Unet

Uniform 4096 0.152 88 0.394

8192 0.152 177 0.394

16384 0.152 353 0.394

32768 0.152 707 0.394

Hot I 4096 0.156 92 0.399

8192 0.156 184 0.399

16384 0.156 368 0.399

32768 0.156 736 0.399

Hot II 4096 0.480 336 0.400

8192 0.480 671 0.400

16384 0.480 1340 0.400

32768 0.480 2690 0.400

takes considers cloud dynamics triggered by variations in application workload.
The authors of [11] propose a memory page selection in order to choose the
memory pages to transfer during VM live migration. Their approach is based
on the probability density function of the changes made by virtual machines on
memory pages. This approach can help reduce the live migration downtime.

The behavior of iterative pre-copy live migration for memory intensive appli-
cations has been studied in [12], which proposes an optimized pre-copy strategy
that dynamically adapts to the memory change rate in order to guarantee conver-
gence. Their proposed algorithm, which is implemented in KVM, detects memory
update patterns and terminates migration when improvements in downtime are
unlikely to occur. A simulator based on Xen’s migration algorithm is designed
in [13] to characterize the downtime and total migration time. However, their
simulation model is based on dynamic information collected during pre-copying
iterations. Thus, it is hard to use it for a prior migration decision before the mi-
gration begins. In [14], the authors propose a framework for automatic machine
scaling that meets consumer performance requirements and minimizes the num-
ber of provisioned virtual machines. This optimization reduces the cost resulting
from over-provisioning and the performance issues related to under-provisioning.

In contrast, none of the above works provide an optimization model with the
goal to minimize the VM’s downtime subject to constraints such as network
utilization. Our proposed model is a detailed analytical model of the pre-copy
based live VM migration, and includes the case of hot pages in the prediction
and estimation of VM’s downtime, total migration time, number of iterations
needed before downtime, gain, and network utilization.

9 Conclusion

This paper presented analytic models to estimate the time needed to perform
live migration of a VM machine. Three cases were considered: uniform page
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dirtying rate, hot pages being copied during the pre-copy phase, and hot pages
copied only during the VM’s downtime. The pre-copy phase continues until no
more than a fraction α of the pages copied during the pre-copy phase need to be
copied. The value of α is an important parameter because as its value increases,
the VM’s downtime increases. However, at the same time, lower values of α
generate higher network utilization due to VM migration. The performance of
VMs not being migrated may be degraded due to high network utilization caused
by VM migration.

For that reason, the paper presents a non-linear optimization problem that
finds the value of α that minimizes the VM downtime subject to network utiliza-
tion constraints. As future work, this optimization model can be implemented
and tested in an open-source VMM hypervisor such as Xen. The analytic models
presented here can be used to predict the performance of a specific VM’s live
migration before starting the migration process. This way, a cloud provider can
select the VM with the least cost for migration in a large environment while
satisfying Service Level Agreements. The optimization model can be extended
by adding energy consumption constraints associated with the use of resources
during VM migration.

As part of future work, there are several ongoing research activities related to
this paper. The first, is to validate the model in an experimental setting. This
paper made some simplifying assumptions such as constant page dirtying rate
and a constant network bandwidth. Experiments with real systems will allow us
to assess the impact of these assumptions. Nevertheless, we believe that this is
the first paper to address this problem and the first to provide a closed form
solution to the problem. Secondly, we intend to extend the model to the case
in which more than one VM is being migrated at the same time. Related and
interesting problems include the optimal selection of which VM to migrate first
in order to minimize the impact on running applications while not exceeding
some thresholds in terms of maximum migration time and/or downtime.
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