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Department of Computer Science

George Mason University
4400 University Drive, Fairfax, VA 22030, USA

menasce@gmu.edu

Paper no. 1570158715

Abstract—Power consumption in modern data centers is
now a significant component of the total cost of ownership.
There are many components that contribute to server energy
consumption. CPU, memory, and disks are among the most
important ones. Most modern CPUs provide Dynamic Voltage
and Frequency Scaling (DVFS), which allows the processor to
operate at different levels of voltage and clock frequency values.
The dynamic power consumed by a CPU is proportional to
the product of the square of the voltage and the CPU clock
frequency. Lower CPU clock frequencies increase the CPU
execution time of a job. This paper examines the tradeoffs
between system performance and CPU clock frequency. A
multiclass analytic queuing network model is used to determine
the optimal CPU clock frequency that minimizes the relative
dynamic power while not exceeding user-established SLAs on
response times. The paper also presents an autonomic DVFS
framework that automatically adjusts the CPU clock frequency
in response to the variation of workload intensities. Numerical
examples illustrate the approach presented in the paper.

I. INTRODUCTION

Power consumption at modern data centers is now
a significant component of the total cost of ownership.
Exact numbers are difficult to obtain because compa-
nies such as Google, Microsoft, and Amazon do not
reveal exactly how much energy their data centers
use. However, some estimates reveal that Google uses
enough energy to continously power 200,000 homes.

An analysis of more than 5,000 servers at Google
indicated that their utilization lies between 10% and
50% [1]. Thus, servers are rarely idle and do not tend to
operate at maximum utilization levels. The same study
showed that even an energy-efficient server consumes
roughly 50% of its full power when doing virtually no
work. Ideally, it would be desirable for servers to be what
Barroso and Holzle call “energy proportional comput-
ing,” i.e., energy consumption that is proportional to a
system’s utilization [1]. That would imply that computer
systems would not consume any energy while idle.
Unfortunately, this is not what their reported measure-
ments indicate because individual system components
consume power even when idle.

There are many components that contribute to
server energy consumption. CPU, memory, and disks

are among the most important ones. Component
designers have devised techniques to reduce and
dynamically adapt the energy consumption of these
components to the needs of the workload. For example,
most modern CPUs provide Dynamic Voltage and
Frequency Scaling (DVFS), which allows the processor
to operate at different levels of voltage and clock
frequency values. These technologies are called by
different names by microprocessor manufacturers.
See e.g., Intel® SpeedStep® technology for the
Intel® Pentium® M processor [8]. Intel’s Turbo Boost
Technology 2.0 allows the processor to operate at
a power level that is higher than its Thermal Design
Power (TDP) configuration and data sheet specified
power for short durations to maximize performance
(http://www.intel.com/content/www/us/en/architecture-
and-technology/turbo-boost/turbo-boost-
technology.html). Memory (i.e., DRAM) is becoming a
significant contributor of energy consumption and more
attention needs to be devoted to this element [1].

The energy consumed by magnetic disks can be
reduced by spinning the disk down when the disk goes
idle. However, because of the mechanical inertia of
rotating disks, a significant time penalty is incurred
when the disks need to be spinned back up [1]. Addition-
ally, repeated spin downs and ups will wear down the
disk and reduce its lifetiime. Magnetic disks have been
recently replaced in many servers and storage arrays
by solid state devices (SSD). These devices have no
moving parts and consist of NAND memory cells made
of silicon. Because these devices do not require moving
the arm to the proper location (i.e., seek) or waiting
for the disk to rotate until the desired sector is under
the read/write head (i.e., rotational latency), they are or-
ders of magnitude faster than HDDs. Additionally, SSDs
require less power than HDDs (about a third of the
power at peak load). See http://ocz.com/consumer/ssd-
guide/ssd-vs-hdd for comparisons between SSDs and
HDDs. Some of the common assumptions regard-
ing SSDs operating temperature, dynamic power, and
energy consumption have been recently questioned
through extensive empirical analysis [13]. Triquenaux
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et. al. discuss UtoPeak, a tool for the Linux operating
system that generates frequency sequences for a given
application’s execution [12]. The tool requires that the
application be profiled first on every frequency setting.

This paper is devoted to the tradeoffs between
CPU power consumption and system performance. The
power consumed by a CPU is the sum of its static
power and its dynamic power. The dynamic power is
proportional to the product of the square of the voltage
by the clock frequency. Thus, reducing the voltage and
frequency reduces the power consumption but also
reduces the performance of the processor. We study
this tradeoff in this paper.

The contributions of this paper are: (1) A multiclass
analytic queuing network model used to determine the
optimal CPU clock frequency that minimizes the relative
dynamic power while not exceeding user-established
SLAs on response times. We provide a closed form
expression to the optimal CPU clock frequency as a
function of the workload intensity, response time SLA,
and service demands at the CPU and I/O subsys-
tem. (2) An autonomic DVFS framework that includes
a controller that automatically adjusts the CPU clock
frequency in response to the variation of workload inten-
sities. We also provide numerical examples to illustrate
the operation of this controller.

The rest of the paper is organized as follows.
Section II presents a single-class analytic queuing
network model used to determine the optimal CPU
clock frequency that minimizes the relative dynamic
power while not exceeding user-established SLAs on
response times. Section III presents a framework for
autonomically adjusting the CPU clock frequency in
response to the variations of the workload intensity. The
next section provides an example of the operation of
the autonomic DVFS controller. Section V extends the
single-class model of section II to multiple classes of
transactions. Finally, section VI presents discussions
and concluding remarks.

II. THE MODEL

The power consumption of a CPU is the sum of three
factors: (1) dynamic power, which is due to the charging
and discharging of capacitances as logic gates toggle;
(2) short circuit power, which originates from a short
circuit that occurs as transistors move from one state
to another; and (3) leak power, which is due to small
amounts of current that always leak between parts of a
transistor [6].

It is well-known that the dynamic power P consumed
by a microprocessor is approximately proportional to
the product of its dynamic switching capacitance C
multiplied by the square of the voltage V applied to the
microprocessor and by the microprocessor frequency
f [6]. So,

P ∝ C × V 2 × f. (1)

Many microprocessors allow for states in which a
different voltage-frequency pair is allowed. For example,
the Intel Pentium M processor supports the following
six voltage-frequency pairs: (1.484 V, 1.6 GHz), (1,420
V, 1.4 GHz), (1.276 V, 1.2 GHz), (1.164 V, 1.0 GHz),
(1.036 V, 800 MHz), and (0.956 V, 600 MHz) [8]. We
refer herein to the list of such pairs as feasible voltage-
frequency pairs. More formally, we denote such list
as L = {(V1, f1), · · · , (Vn, fn)} where Vi < Vi+1 and
fi < fi+1 for i = 1, · · · , n − 1. We also sometimes refer
herein to V1 and f1 as Vlow and flow, respectively.

We now study how these different states influence
the performance and power consumption of a server
system with a single-core CPU and an I/O susbsys-
tem. Consider that requests arrive at the server at an
average rate of λ requests/sec. We use open queuing
network models (see e.g., [11]) to obtain the average
response time R of transactions as a function of λ,
the service demand at the CPU, Dcpu, and the service
demand at the I/O subsystem, DI/O. The service de-
mand of a transaction at a device is defined as the total
time spent by the transaction receiving service from
that device. The service demand does not include any
queuing time.

Using the equations for single-class open QNs
(see [11]), the average response time R can be written
as:

R =
DCPU

1− λ DCPU
+

DI/O

1− λ DI/O
. (2)

The CPU time of a program is given by the following
equation [6]:

CPUTime =
CPU Clock Cycles

ClockFrequency
. (3)

Therefore, for the same Instruction Set Architecture,
the service demand at the CPU is inversely proportional
to the clock frequency. LetDlow

CPU be the service demand
at the CPU measured at the lowest voltage-frequency
pair, (Vlow, flow), of the states allowed by the micropro-
cessor. Then, using Eq. (3), the CPU service demand,
DCPU, for a clock frequency f can be written as

DCPU =
Dlow

CPU flow
f

. (4)

Suppose now that we want to find the minimum
value of the clock frequency fmin such that R ≤ Rmax,
where Rmax is the SLA for the average response time.
Frequencies higher than fmin will result in response time
values lower than that for fmin but will incur in higher
power consumption.

In order to find the value of fmin, we can set R to
Rmax and use fmin as the frequency f in the CPU ser-
vice demand equation. Thus, we can combine Eqs. (2)
and (4) and write

Rmax =
(Dlow

CPU flow)/fmin

1− λ (Dlow
CPU flow)/fmin

+
DI/O

1− λ DI/O
. (5)



If we solve Eq. (5) for fmin, we get

fmin =
Dlow

CPU flow

[
1 + λ

(
Rmax −

DI/O

1−λ DI/O

)]
Rmax −

DI/O

1−λ DI/O

. (6)

The above equation is only valid if the following
feasibility conditions are satisfied:

1) The utilization of the I/O subsystem has to be less
than 1. This implies that λ < 1/DI/O.

2) The maximum CPU utilization, i.e., the one ob-
tained at the lowest possible CPU clock frequency
has to be less than one. This implies that λ <
1/Dlow

CPU

3) The difference between Rmax and the residence
time at the I/O subsystem is the residence time at
the CPU, which has to be greater than zero. Thus,
Rmax >

DI/O

1−λ DI/O
. This implies that λ < 1/DI/O −

1/Rmax.
Because Rmax > DI/O, 1/DI/O − 1/Rmax < 1/DI/O.

Therefore, conditions 1)-3) can be combined into the
following single feasibility condition:

λ < min(1/Dlow
CPU, 1/DI/O − 1/Rmax). (7)

Therefore, the minimum possible value for the CPU
clock frrequency depends on the maximum average
response time SLA, Rmax, on the workload intensity λ,
and on the CPU and I/O demands of the transactions.

As indicated above, microprocessors with DVFS of-
fer a discrete set of voltage-frequency pairs. Therefore,
the frequency fmin has to be adjusted to a value fadj,
which is the smallest value available in the voltage-
frequency list L that is greater or equal to fmin. More
formally, the value of fadj is given by

fadj = argmin
fiin(Vi,fi)∈L

{fi ≥ fmin}. (8)

For example, if fmin is 0.62 GHz, we must use 0.8 GHz
in the case of Intel’s Pentium M processor because
0.8 GHz is the smallest CPU clock frequency available
above 0.62 GHz.

In what follows, we present several graphs that il-
lustrate the tradeoffs between CPU power consumption
and performance. We used the following illustrative
parameters for all these graphs:
• DI/O = 1 sec.
• Dlow

CPU = 2 sec.
• Rmax = 4 sec.

We also used the voltage-frequency pairs mentioned
above for the Intel Pentium M processor.

Figure 1 shows the variation of fmin as a function of
the arrival rate (λ). As it can be seen, fmin increases in
a non-linear way with λ. As the arrival rate increases,
higher CPU frequencies are needed to keep the aver-
age response time below its maximum desired value of
Rmax. The dashed line in that figure shows the adjusted
frequency fadj actually used for the CPU. As fmin

exceeds one of the discrete frequency values in which
the microprocessor can operate, the adjusted frequency
has to be increased to the next possible frequency. For
example, when the arrival rate is equal to 0.148 tps, the
value of fmin is 0.602 GHz, which exceeds the allowed
value of 0.6 GHz. Therefore, the CPU frequency has to
be adjusted to the next allowed value of 0.8 GHz.

!"!#

!"$#

!"%#

!"&#

!"'#

("!#

("$#

("%#

("&#

("'#

!"!# !"(# !"$# !")# !"%# !"*# !"&# !"+#

!
"#
$%
&'
()
*
+
)
,
$-
&.
/,
&0
1
23
&

45)(67)&4((/56"&869)&./,&9:;3&

,-.-/0/#123403.56# 7890:;38#123403.56#

Figure 1: Minimum Clock Frequency (solid line) and Ad-
justed Clock Frequency (dashed line) vs. Average Transac-
tion Arrival Rate (in tps).

Figure 2 shows three curves. The top one is the
variation of the system response time as the arrival rate
increases. The behavior of this curve is explained by
the two other curves in the figure—I/O residence time
and CPU residence time. The two latter performance
metrics indicate the total amount spent by a transaction
waiting and receiving service at the I/O subsystem
and at the CPU, respectively. The I/O residence time
curve increases, as expected, in a non-linear way as
the arrival rate increases. Note that the service de-
mand, DI/O, at the I/O subsystem is fixed. However,
the CPU service demand varies with the adjusted CPU
frequency shown in Fig. 1. As it can be seen in that
picture, the CPU clock frequency stays flat for a range
of values of λ and then jumps to the next level as the
response time approaches its maximum value of Rmax.
This effect explains the behavior of the CPU residence
time curve in Fig. 2. While the CPU clock frequency is
flat, the CPU service demand remains constant making
the CPU residence time increase in a non-linear way
with λ. When the total response time (see top curve)
reaches its maximum value of 4 sec, the CPU clock
frequency is increased to its next level, reducing the
CPU service demand DCPU (see Eq. 4), and thus
reducing the CPU residence time.

Figure 3 shows the variation of the relative power
consumption Prel, as a function of λ. The relative power
consumption is defined as the ratio between the power
consumed by the CPU for a given pair of voltage and
frequency values and the lowest power consumed by
the CPU, which happens when the lowest voltage and
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Figure 2: Average Response Time (top curve), CPU Resi-
dence Time, and I/O Residence Time (increasing curve) vs.
Average Transaction Arrival Rate (in tps).

frequencies are used. Because the switching capaci-
tance is the same at all frequency levels, the following
equation defines Prel.

Prel =
C × V 2 × f

C × V 2
low × flow

=
V 2 × f

V 2
low × flow

. (9)

Thus, Fig. 3 shows that as λ increases, the CPU power
consumption increases by a factor of 6.43 when the
average arrival rate increases by a factor of 6.1.

!"!#

$"!#

%"!#

&"!#

'"!#

("!#

)"!#

*"!#

!"!# !"$# !"%# !"&# !"'# !"(# !")# !"*#

!
"
#
$
%&
'
$
()
*
+
$
&,
"
&-
"
#
&!
"
#
$
%&
.
$
/
0
1
&

2+$%)1$&2%%3+)(&'),$&430&,567&

Figure 3: Power Relative to the Base Power vs. Average
Transaction Arrival Rate (in tps).

III. AUTONOMIC DVFS

Autonomic computing is a sub-discipline of com-
puter science that deals with the design, analysis, and
experimentation of self-managing systems. Autonomic
systems are self-configuring, self-optimizing [2], [10],
self-healing, and self-protecting [9]. Such systems can
be designed using the MAPE-K model introduced in [9],
which stands for Monitor, Analyze, Plan, Execute based
on Knowledge.

We now explain how DVFS can be used in an auto-
nomic way, i.e., in a way that the CPU clock frequency

is dynamicallly adjusted by the system based on the
variation of the workload intensity. Consider that time
is divided into intervals of duration τ during which the
system is monitored, the measurements taken by the
monitor are analyzed, and plans are carried out to
decide if the clock frequency needs to be changed
and to what level. If the clock frequency needs to be
changed, this change is executed through an OS call
that sets the value of a hardware register.

We use Fig. 4 to illustrate the components of the
autonomic DVFS controller presented in this section.
The Monitor element of MAPE-K measures the aver-
age transaction arrival rate λ during each interval of
duration τ . Alternatively, the Monitor component could
use well-known forecasting techniques to forecast the
average workload intensity for the next interval. The
Analysis component checks if the average arrival rate
λ satisfies the feasibility condition of Eq. (7). If yes,
the value of λ is passed to the Planning component.
If not, the average arrival rate is set to the largest
value of λ that satisfies the feasibility condition and
is passed to the Planning component. The Planning
component receives the value of λ computed by the
Analysis component and computes fmin using Eq. (6).
Then, using the list L of voltage-frequency pairs of the
processor in case, the value of fmin is adjusted to fadj
according to Eq. (8). Finally, the Execute component of
the MAPE-K loop uses the available OS-supported call
to change the CPU clock frequency. The voltage is also
changed according to the list L.

The Knowledge component of the autonomic DVFS
controller includes: (1) the values of the CPU and I/O
service demands, (2) the value of Rmax, (3) the list L,
and (4) equations Eq. (6)-(8).

IV. EXAMPLE OF AUTONOMIC DVFS

This section shows an example of the operation of
the autonomic DVFS controller described above. Fig-
ure 5 shows the variation of the average arrival rate at
a server over 65 consecutive time intervals of duration
τ = 1 minute each. Each point in the graph represents
the average of the arrival rates during τ . As the arrival
rate varies, the autonomic DVFS controller changes the
clock frequency to its value fadj (see Eq. (8)) to maintain
the response time below Rmax = 4 sec while minimizing
power consumption.

Figure 6 shows three different curves. The x-axis
follows the same time intervals as in Fig. 5 but the
scale on that axis is labelled with the values of λ
over the interval. The solid curve shows the variation
of the relative power Prel, as defined in Eq. (9), that
results from the variation of the voltage and CPU clock
frequency. As can be seen, the shape of the relative
power curve follows closely the variation of the work-
load intensity. Higher workload intensities require higher
CPU clock frequencies and voltage levels and therefore
higher relative power consumption. The dashed curve
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Figure 4: Autonomic DVFS Controller.
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Figure 5: Average Transaction Arrival Rate (in tps) vs. Time
Intervals.

of Fig. 6 shows the variation of the average response
time over time. The first observation is that the average
response time never exceeds its SLA of Rmax = 4 sec.
The response time, given that the I/O service demand
is fixed throughout the experiment, is a function of the
arrival rate λ and the CPU clock frequency during the
time interval. This curve and the dotted line (i.e., the
CPU residence time R

′

CPU) in the same figure show
clearly how the autonomic DVFS controller does its job.

For example, consider intervals 7 and 8. The values
shown in the graph for these intervals are shown in
Table I for ease of analysis.

From interval 7 to 8, the average arrival rate grows by
a factor of a bit over six. The autonomic DVFS controller
adjusts the CPU clock frequency from 0.6 GHz to 1.6
GHz to cope with the surge in workload intensity. The
relative power grows by a factor of 6.426 and the CPU
service demand is reduced from 2.00 sec to 0.75 sec.
The CPU residence time is reduced from 2.502 sec
to 1.382 sec. The response time increases from 3.613
sec to 3.947 sec. This happened despite the fact that
the CPU residence time decreased almost by half due
to the increase in CPU clock frequency. However, the
I/O residence time increased significantly due to the
increase in λ. In fact, the I/O residence time increased
from 1.091 sec (= 3.613 - 2502) to 2.565 sec (= 3.947 -
1.382) from interval 7 to 8.

It is instructive to compute the relative energy con-
sumed during the experiment using the autonomic
DVFS controller and without it. The relationship be-
tween energy, power, and time is given by

Power (inWatts) =
Energy Consumed (in Joules)

Time to consume the energy (in sec)
(10)

The relative energy consumed during the experiment
is equal to 60 ×

∑65
i=1 Pirel where Pirel is the relative
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Figure 6: Solid line: Relative Power vs. Time Intervals; Dashed Line: Average Response Time (in sec) vs. Time Intervals;
Dotted Line: CPU Residence Time (in sec) vs. Time Intervals; Time Intervals are labelled with their arrival rates (in tps).

Table I: Values for intervals 7 and 8 for Fig. 6.

Interval λ fadj Prel DCPU R
′

CPU R0

7 0.1003 tps 0.6 GHz 1.000 2.00 sec 2.502 sec 3.613 sec
8 0.6100 tps 1.6 GHz 6.426 0.75 sec 1.382 sec 3.947 sec

power during the i-th time interval. The factor 60 is
used to convert minutes to seconds. For the experi-
ment described above, the relative energy consumed
is equal to 14,046 Joules or 3.9 Watt-hour. Without the
autonomic DVFS, the maximum relative power of 6.426
would have to be used in all 65 intervals. Therefore, the
relative energy would be 25,061 Joules or 7.0 Watt-hr.
In other words, the autonomic controller consumes 56%
of the energy that would have been consumed without
the controller.

V. MODEL EXTENSION

The previous sections considered a single class
model. It is relatively straightforward to extend that
analysis to the case of a multiclass QN model. Consider
that there are R transaction classes and let Di,r be the
service demand of a class r transaction at device i. The
Monitor component of the autonomic DVFS controller
could use the techniques presented in [7] to classify the
workload into adequate classes.

According to [11], the residence time R‘
i,r for class r

transactions at device i is given by

R‘
i,r =

Di,r

1−
∑R
r=1 λr.Di,r

(11)

where λr is the arrival rate of class r transactions and
the summation in the denominator is the total utilization
of device i.

The multiclass version of Eq. (4) is

DCPU,r =
Dlow

CPU,r flow

f
(12)

where DCPU,r is the CPU service demand of class r
transactions measured at the lowest CPU clock fre-
quency. Then, Eq. (11) applied to the CPU becomes

R‘
CPU,r =

Dlow
CPU,r flow/f

1− (flow/f)
∑R
r=1 λr.D

low
CPU,r

. (13)

The residence time at the I/O subsystem is

R‘
I/O,r =

DI/O,r

1−
∑R
r=1 λr.DI/O,r

. (14)

Let the class r response time be denoted by Rr and
let RMAX

r be the maximum acceptable average class r
response time. Thus,

Rr = R‘
CPU,r +R‘

I/O,r ≤ R
MAX
r . (15)

We can now combiine Eqs. (13), (14), and (15) and
solve for the value of f . Note that in doing so we



are obtaining the minimum value of the CPU clock
frequency f that does not violate class r SLA of RMAX

r .
The resulting value of f , which we denote frmin, is given
by

frmin =
Dlow

CPU,r flow + (RMAX
r −R‘

I/O,r)
∑R
r=1 λr.D

low
CPU,r

RMAX
r −R‘

I/O,r

.

(16)
Because the CPU clock frequency is unique at each
point in time regardless of the transaction class, the
optimal value of the CPU clock frequency that minimizes
power consumption for all classes and still meets the
response time SLAs for all classes is

fmin = maxr(f
r
min). (17)

Finally, fmin is adjusted according to the list L using
Eq. (8).

VI. CONCLUSIONS

Power consumption is now a considerable compo-
nent of the total cost of ownership (TCO) of large data
centers. This paper concentrated on the impact of CPU
power consumption on system performance. Multiclass
analytic queuing network models were used to establish
the optimal value of the clock frequency that minimizes
power consumption while meeting response time SLAs.

The optimal value of the CPU clock frequency de-
pends on the workload intensity. The paper showed
the design of an autonomic DVFS controller that dyn-
mically determines the optimal value of the CPU clock
frequency in response to variations of the workload.

The paper used open queuing network models. In
future work, we will examine how to use closed queuing
networks [3], [5], [4], [11] and Mean Value Analysis
equations to achive the same goal.
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