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You are advised to work in 2-person teams on this homework

Problem 1. Warmup on HMMs (20 points)

(a) How can you verify that a given transition matrix is valid?

(b) What is the probability of a specific state path Q = {q1, . . . , qT }? Use aij to denote the transition probability
P (qt+1 = sj |qt = si).

(c) What is the probability of an observation sequence x = {O1, . . . , OT } given a state path Q = {q1, . . . , qT }?
That is, what is P (O1, . . . , OT |q1, . . . , qT )? Use ei(Oj) to denote the probability that state qt = si emits
symbol Oj .

(d) What is the probability of an observation sequence x = {O1, . . . , OT } and a state path Q = {q1, . . . , qT }?
That is, what is P (O1, . . . , OT , q1, . . . , qT )? Use aij to denote the transition probability P (qt+1 = sj |qt = si)
and ei(Oj) to denote the probability that state qt = si emits symbol Oj .

(e) If one were to estimate P (x = O1, . . . , OT ) from P (O1, . . . , OT , q1, . . . , qT ), one would do so by summing over
all possible state paths that could have emitted x. That is, P (x) =

∑
q1,...,qT

P (O1, . . . , OT , q1, . . . , qT ). In
class we made a point that this is impractical, because the number of possible state paths (the random walks
through the HMM) is exponential. Suppose you have a Markov model with N hidden states s1, . . . , sN .
That is, qt ∈ {s1, . . . , sN} during any time t ∈ {1, . . . , T}. How many possible paths are there behind an
observation sequence of length T?

Problem 2. Viterbi Algorithm (15 points)

The Viterbi algorithm for finding the most probable state path in an HMM seeks the path Π∗ such that

Π∗ = argmaxΠP (X,Π)

(a) Show that this is equivalent to Π∗ = argmaxΠP (Π|X)

(b) One may wonder why we are interested in the optimal path Π∗ defined in (a) and not rather in Π∗ =
argmaxΠP (X|Π) instead. Explain in words what this new definition of Π∗ means.

(c) Can you provide a simple argument (you can illustrate it with a simple HMM if you prefer) why the definition
in (b) is the wrong approach to finding the most probable path of states behind an observation sequence
X?

Problem 3. A Simple Gene-finding HMM (20 points)

In this exercise you will construct and draw your own HMM to model the following gene structure:

A gene always consists of three regions in the following order: the Promoter, the Coding Region, and the PolyA.
Genes are separated by Intergenic regions that do not code for protein.

These different regions have differing average nucleotide frequencies shown in the following table.

Nucleotide Promoter Coding Region PolyA Intergenic Region
A 0.1 0.1 0.7 0.25
T 0.1 0.2 0.1 0.25
C 0.4 0.3 0.1 0.25
G 0.4 0.4 0.1 0.25

The average length of each region is as follows: Promoter - 5 base pairs (bp); Coding Region - 10 bp; PolyA - 6
bp; Intergenic Region - 10 bp. There is equal probability of starting in any of the different regions.
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Problem 4. A simple SS-Finding HMM (20 points)

As shown in class, HMMs can be used to assign secondary structures to a sequence of amino acids. A straight-
forward approach uses the secondary structure conformations α-helix, β-strand, and turn as the three possible
hidden states that emit observable amino acids.

Let’s assume that the frequencies of appearance of each of the twenty classic amino acids in either conformation
have been determined from analysis of proteins with experimentally-known three-dimensional structures.

(a) Draw an HMM to assign secondary structure conformations to a sequence of amino acids. Focus first on
the topology of the HMM. You will notice that you are missing emission and transition probabilities.

(b) Assuming that you have the above frequencies of the amino acids that can be found in each of the three
conformations, how would you determine emission probabilities from these frequencies? A simple word-
explanation will do.

(c) This problem formulation says nothing about transition probabilities. How would you practically determine
those? Describe in words a realistic course of action for associating transition probabilities.

(d) What would an application of the forward algorithm allow you to compute on such an HMM? Do not
provide the algorithm, but explain in words.

(e) What about the Viterbi algorithm? What would that allow you to compute? Again, no need for the
algorithm. Use words to describe.

Problem 5. Implementing a simple HMM (25 Points)

Pick one of the HMMs illustrated in class. I would suggest the fair/biased coin HMM, but you are free to pick
another HMM (possible from literature) if it is more interesting to you. I would suggest one with not too many
states and not too many emmissions (for easy debugging).

(a) Write down the topology of the HMM and its parameters. Provide a table with the prior probabilities, the
transition probabilities, and the emission probabilities. (5 points)

(b) Implement the forward algorithm and test it to evaluate the probability of various test sequences. Submit
the code that you implemented, and the output of your implementation on 2-3 test sequences. Make a case
for why the output is correct (it would help you to trace the algorithm if your HMM is not too complicated).
(10 points)

(c) Implement the Viterbi algorithm and test it to find the most probable path of states behind a test sequence.
Again, submit code and output on 2-3 test sequences. As before, make a case for why the output is correct.
(10 points)

Extra Credit (10 points)

Multiple sequence alignment (MSA), a topic we have touched on during class, can be conducted with the help of
profile HMMs. Conducting your own independent research, provide a short (no more than 3 paragraphs) to the
following questions: What are profile HMMs? Find a sample research article in literature on their usage for MSA.
Discuss briefly the main idea behind the application of profile HMMs to MSA. Provide an objective evaluation
of the article in terms of its novelty over previous work and its shortcomings. Please cite the article so I can
evaluate your understanding of that work.
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